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ABSTRACT

Recently, group recommendations have attracted consider-
able attention. Rather than recommending items to individ-
ual users, group recommenders recommend items to groups
of users. In this position paper, we introduce the problem
of forming an appropriate group of users to recommend an
item when constraints apply to the members of the group.
We present a formal model of the problem and an algorithm
for its solution. Finally, we identify several directions for
future work.

1. INTRODUCTION

Recommendation systems aim at suggesting to users items
of potential interest to them. In general, this is achieved by
estimating a rating for each item and user and then recom-
mending to the user the item with the highest rating [1]. In
the content-based approach (e.g., [11, 8]), the estimation of
the rating of an item is based on the ratings that the user has
assigned to similar items, whereas in collaborative filtering
systems (e.g., [7, 4]), this rating is predicted using previ-
ous ratings of the item by similar users. Knowledge-based
approaches enhance recommendations by exploiting domain
knowledge [5]. Most previous work focuses on recommend-
ing individual items to individual users. However, recently,
group recommendations have received considerable atten-
tion. Instead of recommending items to individual users,
group recommenders make recommendations to groups of
users (e.g., [13, 2, 9, 6, 3]).

An effective group recommendation system must take into
account not only the preferences of individual users but also
the group dynamics, that is, how groups of people make de-
cisions. Since an item must be acceptable by all the mem-
bers of the group, different consensus functions or strate-
gies have been derived to characterize how much the item
satisfies the group as a whole. For example, group consen-
sus may be estimated based on disagreement and relevance,
where disagreement captures the differences in the item rat-
ings between group members, while relevance corresponds,
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for example, to the average of the item ratings by all group
members, or, to the highest (in the optimistic strategy), or
lowest (in the least misery strategy) item rating by a group
member [13].

The “reverse” problem has also been studied, that is, rec-
ommending groups or packages of items to individual users
(e.g., [12, 14]). For example, in top-k composite recommen-
dations, each recommendation consists of a set of items,
where both an interest score or rating and a cost is as-
sociated with each item [14]. The user specifies a maxi-
mum total cost for any recommended set. Motivated by on-
line shopping applications, recommending composite items
is proposed in [12], where a set of related satellite items are
recommended along with each central item. In addition, the
problem of recommending sets of items to a user when the
items to be recommended must satisfy several constraints
is considered in [10]. Particular focus is given on recom-
mending sets of courses to students in the context of the
CourseRank project.

In this paper, we consider a different aspect of group rec-
ommendations. Whereas in previous research, group recom-
mendations focus on the relevance of the item to the group
members, here, we study group recommendations when spe-
cific constraints apply to the members of the group based
on individual preferences that the members of the group
express for the other group participants. For example, a va-
cation package may seem more attractive to a user, if the
other members of the group are of a similar age. Further-
more, a course may be recommended to a group of students
that have similar or diverse backgrounds depending on the
scope of the course, whereas a user may prefer a recommen-
dation for a specific restaurant, if the accompanying group
members are non smokers.

In the rest of this paper, we present in some detail a
specific motivating example. Then, we introduce a formal
model of the problem and outline a solution. We conclude
the paper with a list of issues for future work.

2. MOTIVATING EXAMPLE

Assume a travel agent web site promoting vacation pack-
ages. As an example, consider the package “Gems of the
Aegean” referring to a cruise itinerary at Fastern Mediter-
ranean with tagline: “cities, sights and sensational scenery”.
The cruise starts at July 16, its duration is 8 days, costs
900 euro and visits Athens, Kalamata, Aghios Nikolaos, Ku-
sadasi and Marmaras. The goal of such a travel agent com-
pany is to locate an appropriate group of people which will
be highly interested in the cruise.



Each user in the system has expressed a set of constraints
concerning his/her choices. These constraints refer to ei-
ther the vacation package itself or the other members of the
group that potentially he/she will be a member. For ex-
ample, Alice, a 34 years old teacher planning her vacations,
can spend up to 1000 euro for less than 10 days in July, is
interested in seeing the cities and sights of Eastern Mediter-
ranean, and prefers to be accompanied by people over thirty
most of which are college graduates.

Moreover, the company itself has defined a set of con-
straints expressing the preferences of the company for the
group of customers that the company is targeting on. For
instance, consider a constraint that directs the selection to-
ward groups with middle-aged and senior people that is
formulated as “include at least 30 users with average age
greater than 40 years old”.

Given that for each user, there is an interest score avail-
able for each item, e.g., vacation package, that indicates
how desirable the item is for the user, the task of the rec-
ommender is to recommend an item to a group of users,
such that, (i) the (average) interest scores for all users in
the group is maximized, and (ii) the constraints of all users
in the group, as well as the constraints of the company, are
satisfied.

3. MODEL AND PROBLEM STATEMENT

In this section, we present a model for constraints that
captures different kinds of features for user group construc-
tion. We distinguish between user-to-item, user-to-group
and group-to-group constraints. Then, we introduce the
problem of constructing groups of users satisfying a set of
constraints.

3.1 User-to-ltem Constraints

Let t be an item, i.e., a vacation package in our example,
described by a set of attributes {a1,...,ap}, where each a;,
1 < i < p, is of the form (a;.attribute = a;.value). The
description of the cruise Gems of the Aegean is shown in
Figure 1.

title =  Gems of the Aegean

type = cruise

place = Eastern Mediterranean

locations =  Athens, Kalamata, Aghios
Nikolaos, Kusadasi, Marmaras

start_date = July 16, 2012

end_date = July 24, 2012

duration = 8

cost = 900

Figure 1: Item description example.

Let U be a set of users. We use score(u,t), u € U, to de-
note the relevance, value or importance of item t for user .
The value of ¢ for u can, for example, be directly induced by
preferences that u has expressed in his/her profile. For ex-
ample, given that Alice enjoys sightseeing in warm climates
and likes to travel by sea, the Gems of the Aegean cruise
will receive a high preference score. When there are no ex-
plicit preferences, score(u,t) may be the predicted rating of
a recommender based on the past behavior of u or of other
similar users.

In addition, each user w may specify a set of basic con-
straints {b1,...,bs} on the values of specific attributes of
items that are candidates to be recommended. Each at-

tribute constraint consists of an attribute name, a binary
operator and a value, i.e., has the form (b;.attribute 65,
bi.value). Attributes and values have the same form as in
items. Binary operators include common operators, such as
=, #, <, <, >, > and substring. We refer to such con-
straints as wuser-to-item constraints. Figure 2 depicts the
user-to-item constraints of Alice.

place = Eastern Mediterranean
start_ date > July 1, 2012

end- date < July 31, 2012

duration < 10

cost < 1000

Figure 2: User-to-item constraints example.

Such user constraints are fulfilled with respect to an item
t, if and only if, every attribute constraint of the user is
satisfied by some attribute of ¢. Formally:

DEFINITION 1 (USER-TO-ITEM CONSTRAINTS). An item
t is a set {ai,...,ap}, where each a;;, 1 < i < p, is of
the form (a;.attribute = a;.value). The user-to-item con-
straints of user u is a set {b1, ..., bg}, where each b;,
1 < j < gq, is of the form (bj.attribute 0y, bj.value) and
Oy, € {=,#,<,<,>,>, substring}.

t satisfies the user-to-item constraints of u, if and only
if, ¥V b;j, 3 as, such that, a;.attribute = bj.attribute and
((ai-value) Oy, (bjwalue)), 1 <i<p, 1<j<q.

For example, the package of Figure 1 satisfies the user-to-
item constraints of Figure 2, which means that the personal
constraints of Alice for the cruise are fulfilled.

3.2 User-to-Group Constraints

Our overall goal is to form a group of users for which
the recommended item is highly valuable for the group as a
whole. Apart from the user-to-item constraints, we are also
interested in satisfying user requirements that refer to user
choices concerning the other members of the group. The
fulfilling of these requirements works towards ensuring low
disagreement between the group members. We refer to such
constraints as user-to-group constraints.

In particular, similar to items, we assume that each user
u € U is described by a set of attributes {z1,..., 2z}, where
each z;, 1 < i < s, is of the form (z;.attribute = x;.value).
For example, an attribute can be name, education, occupa-
tion, gender or age. See, for instance, Figure 3 for a user
description.

name = Alice

education = college graduate
occupation = educator
gender = female

age = 34

Figure 3: User description example.

Each user defines a set of basic constraints {y1,...,y-} on
the values of specific attributes of the other users belonging
to his/her group. For example, consider the preference of
Alice for groups with members over thirty, i.e., age > 30.
This kind of constraints, called value constraints, are similar
to the user-to-item constraints.

More complex constraints that express aggregation re-
quirements on the values of the set, termed aggregation con-
straints, are also permitted. In particular, the constraint z;



defined as:

(aggrg(z;.attribute) 0., z.value), where 0., € {=, <, <,
>, >} and aggrg € {avgg, sumg, maxg, ming, countg}
is a constraint respectively on the average, sum, maximum,
minimum or number of the values of z;.attribute of group
G. For example, take Scott, a 20 years old college student.
The constraint avgg(age) < 25 of Scott means that he is in-
terested in groups with users with average age smaller than
25 years old.

Value and aggregation constraints apply to all members of

the group. Often, we want to specify constraints on subsets
of the group. To this end, we define composite constraint w;
of the form:
include at least | users with (w;.attribute 0w, w;.value), or
include at least | users with (aggrg(w;.attribute) 0.,
w;.value).
For example, include at least 10 users with (age > 35),
expresses the preference of a user in groups with at least
10 users with age greater than 35 years old. Clearly, we
could also consider conjunction of constraints. An example
such constraint could be for groups that include at least 10
women of average age below twenty.

Given a group G of users and a user u, we say that the
user-to-group constraints of u are fulfilled with respect to G,
if and only if, every value constraint of u is satisfied by every
user in G and every aggregation and composite constraint of
u is satisfied by the members of G as a whole.

The following definition formalizes our model of user-to-
group constraints.

DEFINITION 2 (USER-TO-GROUP CONSTRAINTS). Letu
be a user described by a set of attributes {x1,...,xs}, where
each x;, 1 <1 < s, is of the form (z;.attribute = x;.value),
and G be a set of users. G satisfies the user-to-group con-
straints of u, if and only if:

(i) [G satisfies the value constraints of u] For each value
constraint y of the form (y.attribute 0, y.value) of u,
0y € {=,#,<,<,>,>, substring}, there exists, for
each user in G, a x attribute, such that, x.attribute =
y.attribute and ((z.value) 0y (y.value)).

(i1) [G satisfies the aggregation constraints of u/ For each
aggregation constraint z of u, it holds aggrg(z.attribute)
0. z.value, where 0. € {=, <, <, >, >} and aggrg €
{avgg, sumg, mazg, ming, countg}.

(ii1) [G satisfies the composite constraints of u] For each
composite constraint “include at least | users with
w” of u, there exist at least | users in G forming a
group G', G’ C G and |G'|= 1, such that, G' satisfies
the value or aggregation constraint w of u.

3.3 Group-to-Group Constraints

Both user-to-item and user-to-group constraints describe
limitations from the user, or customer, perspective. From
the perspective of the company, group-to-group constraints
refer to a set of properties that the group under construction
must satisfy. These properties express the requirements of
the company concerning the group that a product, or item,
is targeting on.

As with the user-to-group constraints, we distinguish group-
to-group constraints into value, aggregation and compos-
ite ones. For example, assume that the travel agent com-
pany managing the package Gems of the Aegean targets

mainly college graduates or say, middle-aged and senior cus-
tomers. In this case, the company aims at a group G that
should qualify, for instance, the composite constraint in-
clude at least 20 users with education = ‘college graduate’
or the composite constraint include at least 20 users with
avgg(age) > 40. When such constraints are fulfilled for
a group G, we say that G satisfies the group-to-group con-
straints. (The formal definition of group-to-group constraints
is skipped, since it is similar to the definition of user-to-
group constraints.)

3.4 Problem Statement

A group G is called satisfiable if all the user-to-item, user-
to-group and group-to-group constraints for G are fulfilled
with respect to an item t.

DEFINITION 3 (SATISFIABLE GROUP). Given an item t
and a group G, G is satisfiable for t, if and only if:

(i) t satisfies the user-to-item constraints of u, Vu € G,

(i) G satisfies the user-to-group constraints of u, Yu € G,
and

(i4i) G satisfies the group-to-group constraints.

Next, we formally define the problem of finding an appro-
priate group of users with the maximum relevance score for
a specific item.

DEFINITION 4  (PROBLEM DEFINITION). Given an item
t, a set of users U and an integer k, identify the group of
users G, G C U, with cardinality k, such that:

(i) G 1is satisfiable for t and

(i) G has the mazimum value score(G,t), where

score(G,t) = Z (score(u,t)),

ueg

among all satisfiable groups with cardinality k.

In this paper, we assume that constraints are strong, in
the sense, that for recommending an item to a group all re-
lated constraints must be satisfied. One could also envision
models where users prioritized their constraints, or where
one type of constraint is more important than some other,
for instance, user-to-group constraints may be considered as
more relevant than group-to-group constraints. Further, we
assume that it is possible to form satisfiable groups. Clearly,
in the general case, it may not be possible to construct such
groups. In this case, we should look for approximate so-
lutions, for example, for a group that satisfies the largest
number of constraints or for a group that satisfies the con-
straints of the majority of its members.

4. A GREEDY ALGORITHM

Given an item ¢, a satisfiable group G for t is a set of
users that comply with a set of user-to-item, user-to-group
and group-to-group constraints. For this specific item ¢, a
technical challenge is to efficiently construct the satisfiable
group G with the highest value score(G,t), given a budget
k on the size of G.

A brute-force method to identify such a group is to first
construct all combinations of k users forming a satisfiable



group G and then pick the one with the maximum score(G,t).
Constructing the group G using such a straightforward al-
gorithm is computational costly, since the number of groups
to examine for satisfyingness can be overwhelming even for
a small number of users. As a result, we propose an alter-
native algorithm that computes an approximate group G.

In particular, we use the following intuitive heuristic. We
incrementally construct a group of users by selecting at each
step a user that: (i) adds the most to the score value of the
group and (ii) after joining the group of users already se-
lected, the group satisfies more constraints than after adding
any other user.

More specifically, let ¢t be an item, U be a set of users
and G be the set we want to construct. Let also A be the
users in U, such that, Yu € A, t satisfies the user-to-item
constraints of u. Note that, we assume that there is at least
one satisfiable group, thus item ¢ satisfies the user-to-item
constraints of at least k users, i.e., |A| > k. Initially, G is
empty. We first construct a single-user group by adding to G
a user u, u € A, randomly selected among the ones with the
maximum value score(u,t). Then, at each step, we select
the users in A\G with the maximum value score for ¢, and
add to G the one that satisfies along with the other members
of G the largest number of user-to-group and group-to-group
constraints. This procedure stops after generating a group
G with k users. Algorithm 1 illustrates our Group Construc-
tion Algorithm.

Algorithm 1 Group Construction Algorithm

Input: An item ¢, a set of users U and an integer k.
Output: A group G, G C U, of k users.

begin

G« 0

find the users A, A C U, such that, Vu € A, t satisfies the

user-to-item constraints of wu;

find the users B, B C A, with the maximum value score for t;

randomly select a user u € B;

G+ GU{u};

while |G| < k do
find the users C, C C A\G, with the maximum value score
for t;
select the user ug,qq € C, such that, GU{ugqq} satisfies the
most user-to-group and group-to-group constraints com-
pared to the groups G U {u}, Vu € C;

10: G+ G U {uqdal;

11: end while

12: return G;

13: end

We illustrate the final step of this algorithm with the fol-
lowing example. Consider the package Gems of the Aegean
and a travel agent company that wants to construct a group
of 80 users. At the last step, the 79 users have already
been selected. Then, the users, say Alice and Scott, with
the maximum interest score for the cruise, say 0.9, are iden-
tified. The cruise satisfies the user-to-item constraints of
both users. Based on the assumption that when adding
Alice to the group more user-to-group and group-to-group
constraints are fulfilled than when adding Scott, Alice is the
last user that will join the group.

Note that in line 9 of the algorithm, we are interested
in locating the user that when joining a group, the group
fulfills more constraints or, in other words, violates less con-
straints than when a different user joins the group. Several
meanings can be assigned to the expression “fulfills more”

or, respectively, “violates less’ constraints. For instance,
assume a value user-to-group constraint expressing a pref-
erence of a user u. Assume also the following two scenarios:
(i) all users in a group violate the value constraint of w or
(ii) all users, except one, fulfill this constraint. It is clear
that in both cases the group does not satisfy the constraint
of u. However, different policies for counting the number
of the violated constraints can be applied. For this exam-
ple, for instance, we can consider a scheme that assigns a
weight to each constraint depending on the number of the
non-satisfied users, instead of considering each constraint as
being either satisfiable or not.

5. DISCUSSION AND FUTURE WORK

In this short position paper, we introduced the generalized
group formation problem: how to form a group of users for
recommending an item, such that, all members of the group
are satisfied both from the selection of the recommended
item and from the selection of the other group members.
Whereas the first component of the model, that is, group
consensus on an item, has received considerable attention,
the other dimension of the problem, that is, group consensus
on the other group members is, to our knowledge, novel.

In this paper, we outlined a model for the problem and
presented a first greedy algorithm for its solution. Clearly,
there are many directions for future work including modeling
constraints, combining item and group preferences, efficient
algorithms and finally implementations in specific contexts.
Next, we elaborate on these issues a bit further.

We modeled user preferences on items and other group
members as constraints on the values of the attributes of
the item and the user respectively. Other models are fea-
sible as well. In particular, the user-to-item part can be
expressed using traditional content or collaborative filter-
ing approaches and be replaced by a single relevance value.
One can envision a similar approach to expressing the user-
to-group part. Recommendation techniques could also be
used to recommend group members that would be compat-
ible with a specific user, for example, similar users or users
that liked similar items in the past.

In many cases, a group that satisfies all user-to-item and
user-to-group constraints may not exist. In such cases, an
appropriate consensus function should be sought for. For
instance, one may ask for a group that satisfies the largest
number of its members. Other approaches, such as relaxing
constraints or approximating them, are also feasible. Fur-
ther, an item may be highly relevant to many users but these
users may be incompatible with each other. In this case, it
may be wise to recommend this item to a less relevant but
more compatible group.

Moreover, depending on the type and complexity of the
constraints, more efficient algorithms than the greedy al-
gorithm can be designed. Finally, in this paper, we used
travelling as an example. Group constraints apply in many
areas, where people perform activities in groups. For ex-
ample, one could explore them in conjunction with social
networks.
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